
Correctly Rounded Logarithmic Function: An Implementation

1 Introduction

This document provides a comprehensive implementation of a correct rounded logarithmic function. A
presentation of the same material is available at this YouTube link.
While the content introduces concepts and relevant information needed to delve into the implementation,
this document focuses on presenting the theory and implementation of the function. It includes basic
knowledge that might be useful for readers to follow the steps. However, a more detailed study of the
following references might help expand on the concepts and strategies.

1.1 References 1

1. Elementary Functions: Algorithms and Implementation by Muller [1]: This book touches on all
aspects related to the implementation of transcendental functions. A fundamental guide for anyone
wanting an in-depth understanding.

2. “IEEE Standard for Floating-Point Arithmetic” [2]: IEEE 754 is the standard for Floating Point. Is
key for ensuring uniformity and consistency across implementations. Relevant here as the
implementation presented is for a Floating Point format.

Relevant Publications:

3. “Efficient polynomial L-approximations” by Brisebarre and Chevillard [3]: Use to calculate exact
representations coefficient for the our approximation polynomial.

4. “On Ziv’s rounding test” by Dinechin, Lauter, Muller, et al. [4]: Present and proof the test that is
used to determine if the final result of the function is correctly rounded.

1Relevant sources may change over time. This list was last updated in March 2025.
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2 Theory

2.1 Overview

For the purpose of this document, an elementary function is defined as follows:

f : R → R f ∈ {exp, log, 2x, 10x, log2, log10, sin, cos, tan, asin, acos, atan, sinh, cosh, tanh, · · · }

Since we are using the floating point format, we define it as follows where k is the precision.

Fk =
{
(−1)s · 2E ·m | 2k−1 ≤ m ≤ 2k − 1, E ∈ Z, S ∈ 0, 1

}
Fk ∈ R

f̂ : Fk → Fk f̂(x) = ◦(f(x))

A function is correctly rounded if it returns the closest representable value to the exact mathematical
result. Since most of the time f(x) can’t be computed exactly for transcendental functions then and they
can only be approximated, it is essential to ensure that the rounded approximation yields the same result
as if we had rounded the exact value. This relationship can be expressed as:

◦(f(x)) = ◦
(
f̂(x)

)
When we consider a correctly rounded function, we are talking about a function that will round its
approximation to the same place that the exact value will round to.
The round is essentially the mapping from our approximation to the desired format, in this case, the
floating point format. Of course, the table maker’s dilemma has an impact here.
In the era before computers, calculators, or any kind of electronic device, values for transcendental
functions were approximated using tables. Once the bounds for the inputs were established, the table
makers had to ensure that the values lying “in-between” were also correctly represented. This raises the
question: how do we handle representations near midpoints? Even after many years, this remains an
ongoing challenge.
Let’s say that we get an estimate for f(x) = y (exact) and f̂(x) = ŷ (estimated). The error or difference
between the exact and estimated values is known to be less than ϵ1. With this, we can construct an
interval with ϵ1 that contains both y and ŷ. If both bounds of the interval round to the same floating-point
representation, we are sure that the condition for correct rounding is met. However, if they do not, then we
are not sure that our result is correctly rounded.

Figure 1: The green lines represent midpoints, the black lines show exact format representations and the red
lines indicate intervals. On the left, an approximation is shown where intervals (using ϵ1) fall on a specific
side of the midpoint. On the right, the constructed interval around the approximation includes the midpoint.
This is an example that illustrates the table maker’s dilemma in a modern context.

In such cases, we use Ziv’s Test [4] to check if our result is correctly rounded. If that is not the case, we
need to make the interval smaller. To do this, we reduce ϵ1 until the midpoint is no longer included.
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Figure 2: As shown in black, we have the actual function, while the dotted lines represent approximations
using the Taylor polynomial with n degrees. As observed from the lines with 1 and 10 terms, the approx-
imation becomes more accurate as more degrees are added. Note that for values close to a (the expansion
point), the approximation is especially accurate.

Instead of performing this adjustment at runtime, which could be costly, we aim to reduce the overhead by
determining beforehand the necessary value of ϵ1. The idea is that by identifying hard-to-round cases close
to the midpoint, we can find the one with the smallest distance to the midpoint. The worst case, the one
with the smallest distance, will then set the error bound. By ensuring that our approximation’s error is
always below the desired ϵ1 we can guarantee that our result is correctly rounded.
Something other to think about is the actually polynomial that we are using for our approximation. For
example purposes, lets take the Taylor Serie expansion.

f(x) =

∞∑
i=0

1

i!
f i(a) · (x− a)i

f̂(x) =

n∑
i=0

1

i!
f i(a) · (x− a)i

The series can be truncated and used to approximate the for a specific x as shown in 2. However, this
shows us that to achieve accurate representations, we need to include many terms in our evaluation, as
shows But how many terms are necessary?
While we may have the resources to compute this, we don’t want to spend excessive time on calculations
during runtime. In such cases, we employ range reduction. The idea is that by reducing the input domain,
we can evaluate the function within a smaller range, making the evaluation more efficient and accurate.

Note: For the actual implementation we are not going to use Taylor’s Expansion, instead we use the works
of Brisebarre and Chevillard in “Efficient polynomial L-approximations” [3]

2.2 Range Reduction

2.2.1 First Reduction: Decomposing x

As mentioned before, we will first reduce the argument we received in the function.
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f : R → R f = log

f(x) = log(x)

First, we decompose,

x = 2F · τ, where 1 ≤ τ < 2

log(x) = log(2F · τ) = F · log(2) + log(τ), where log(2) is a constant.

However, this interval of τ is prompt to catastrophic cancellation (lost accuracy in lower bits). This is why

we proceed to convert τ into m such that
√
2
2 ≤ m <

√
2. We then proceed by using,

b = ◦(
√
2)

τnew = b⊗ τ = ◦(b · τ)
G = ⌊log2 τnew⌋
m = 2−G · τ

Where

b = ◦(
√
2) =

√
2 · (1 + η1), |η1| ≤ 2−k = u

τnew = ◦(τ · b) = τ · b · (1 + η2), |η2| ≤ 2−k = u

G = ⌊log2 τnew⌋ = log2 τnew + δ, with − 1 < δ ≤ 0

= log2
√
2 + log2(1 + η1) + log2(1 + η2) + log2 τ + δ

Which yields to,

m = 2−G · τ = 2− log2

√
2 · 1

1 + η1
· 1

1 + η2
· 1
τ
· τ · 2−δ ≈

√
2

2
· 2−δ · 1

(1 + η1) · (1 + η2)

mmin ≤ m ≤ mmax

mmin ≈
√
2

2

mmax ≈
√
2

With this new m bound no cancellation is possible. We need to account for the effect of G so,

e = F +G
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F · log(2) + log(m) = 0

F = − log2(m), where

√
2

2
≤ m ≤

√
2

F ∈ Z and − 1

2
≤ F ≤ 1

2
F = 0 Because 0 · log(2) · (η + ε1) + log(m) · (1 + ε2) ≈ log(m) · (1 + ε2)

2.2.2 Second Reduction: Table Based Reduction Step

For this second reduction, we are going to define two functions t and c which we will save in tables that we
can use to later retrieve. We start with using c.

log(m) = log

(
1

c
· c ·m

)
= − log(c) + log(c ·m)

We define

t(c) = − log(c)

Then

log(m) = t(c) + log(c ·m)

Ideally, we want to evaluate the function in the form log(1 + r), so our next step is to transform the
argument.

1 + r = c ·m ⇐⇒ r = c ·m− 1

log(m) = t(c) + log(1 + r), with r = c ·m− 1

Now, c is a function of m, c(m), approximating 1
m

c(m) =
1

m
(1 + ε)

That,

r = c ·m− 1

=
1

m
· (1 + ε) ·m− 1

= ε

Both t(c) and c(m) use tables to retrieve their values, so we need a way to derive table indices from m.
That is, we define c = c(m) as c = c(i(m)), where i(m) ∈ Z.

log(m) = t(c(i(m))) + log(1 + r)

Since the values of c(m) are known in advance, we can precompute the corresponding t(c(i(m))) values and
store them in a table as well. This allows us to use the same index to retrieve both values, avoiding
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runtime evaluation of t(c) = − log(c). This means that t(c) = t(i) when using pre-defined tables.

Notice,

c =
1

m
· (1 + z) Where |z| ≈ 2−7

r = ε, |r| ≈ 2−7

Our next step is aligning m so that we can retrieve the respective index. So we define i as a function of m,
i(m) and proceed as follows.

µ1 = m⊖mmin

s1 = ◦

(√
2

2

)

s2 = ◦
(
1

2
+ 2−w−2

)
µ2 = ◦(µ1 · s1 + s2) Using FMA

i =

⌊
2w+1 ·

(
µ2 −

1

2

)⌋
Where:

w ∈ N which defines the length of the tables

mmin ≤ m ≤ mmax

mmin ≈
√
2

2
,

mmax ≈
√
2

Hence:

µ1min = mmin −mmin = 0

µ1max = mmax −mmin =
√
2−

√
2

2
=

√
2

2

With the help of Sollya, we will be able to get the actual values for the previous. Therefore,

µ2min ≈ µ1min · s1 + s2 ≈ 0 · s1 + s2 =
1

2
+ 2−w−2

µ2max ≈ µ1max · s1 + s2 ≈
√
2

2
·
√
2

2
+

1

2
+ 2−w−2 = 1 + 2−w−2

Finally
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imin =

⌊
2w+1 ·

(
µ2min − 1

2

)⌋
≈
⌊n
2

⌋
= 0

imax =

⌊
2w+1 ·

(
µ2max − 1

2

)⌋
= 2w

There are n = imax − imin + 1 = 2w + 1 entries on the tables. Then let:

m̂(i) = mmin +
1

s1
· 2−W · i ∈ R

Which means c(i) = c(i(m)) = c(m) can be defined as,

c(i) = ◦k′

(
1

m̂(i)

)
(′′w ≤ k′ ≤ k′′)

= ◦k′

(
1

mmin + 1
s1

· 2−w · i

)

With this, we finished our range reduction. And we proceed to evaluate log(1 + r) where r = c ·m− 1.
To recap we have,

log(x) = E ∗ log(2) + t(i) + log(1 + r)

Where

x = 2F · τ
E = F +G

m = 2−G ∗ τ
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3 Implementation: Constants and Tables

3.1 Introduction to Sollya

Sollya is a tool and library designed for developing reliable floating-point code. It plays a key role in
computer arithmetic by offering precise control over approximation errors. One of its strengths is
computing the certified supremum norm (rigorously verified maximum error) between a function and its
polynomial approximation over a given interval. Sollya can also enforce strict error bounds and, when
working with polynomials, generate coefficients that are exactly representable in a specified format. In this
work, we use Sollya to define mathematical constants with high precision.

3.2 Setting up needed values

For floating-point, we define the total bit size and precision:

1 bits = 64;

2 k = 53; // k is the precision we are using

With 64-bit representation, 53 bits are allocated for precision.

3 expo = floor(log2(abs(x))); // Defined function expo with x as the input.

4 ulp = 2^(expo -k+1); // Defined function (unit in the last place)

5 w = 6; // 2^w (Table indexing parameter)

2w − 1 determines how big the table will be.

6 fpw = bits - k; // floating point width = 11

7 kprime = 53; // Precision of the reciprocal table entries

kprime does not need to be equal to the precision of the Floating Point representation used.

3.3 Constants for Range Reduction

The principle of range reduction is ”simplifying” numerical computations. For this specific implementation
we used the following constants

8 b = round(sqrt (2), k, RN); // sqrt (2)

9 s1 = round(sqrt (2)/2, k, RN);

10 s2 = round (1/2 + 2^(-w-2), k, RN);

11

12 log_two_hi = round(log(2), k - fpw , RN);

13 log_two_mi = round(log(2) - log_two_hi , k - fpw , RN);

14 log_two_lo = round(log(2) - (log_two_hi + log_two_mi), k - fpw , RN);

log(2) is split into three components: hi, mid, and low. The first is referred to as the main term, while the
others are called compensation terms. In this implementation, we use two compensation terms. Later, we
will see that arithmetic involving these values requires additional steps. These operations fall under what is
known as double-double or compensated arithmetic. Next, we compute the relative error:

15 eps_log_two = (log_two_hi + log_two_mi) / log (2) - 1;

16 eps_log_two_abs_bound = sup(abs(evaluate(eps_log_two , [ -1;1])));

This error metric provides an upper bound on precision loss. [-1,1] is just a technicality for Sollya so you
can get the supremum norm, there is no actual interval evaluation. Then we compute the relative error of
the logarithm approximation:

17 eps_log_two_accurate =

18 (log_two_hi + log_two_mi + log_two_lo) / log (2) - 1;

19

20 eps_log_two_accurate_abs_bound =

21 sup(abs(evaluate(eps_log_two_accurate , [ -1;1])));
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This ensures that the computed logarithm values remain within an acceptable error bound. The function
sup provides an upper bound, helping quantify the worst-case error. This will also be done for other values
in the code.
Note: Hexadecimal representation helps maintain precise binary values without unintended rounding.
We then proceed to produce the bound we previously defined for m

22 m_min = round (1/((1 + 2^-k)^2) * sqrt (2)/2, k, RU);

23 m_max = round (1/((1 - 2^-k)^2) * sqrt (2), k, RD);

Here, RU (Round Up) is used for mmin and RD (Round Down) for mmax, ensuring that the interval is tight
but avoids loss of accuracy in floating-point computations.
With the bound of m and to avoid segmentation faults, we compute the expected indices.

24 mu1_min = m_min - m_min; // Expected

25 mu2_min = round(mu1_min * s1 + s2, k, RN); // Calculated

26 i_min = floor (2^(w+1) * (mu2_min - 1/2));

27

28 mu1_max = m_max - m_min; // Expected

29 mu2_max = round(mu1_max * s1 + s2, k, RN); // Calculated

30 i_max = floor (2^(w+1) * (mu2_max - 1/2));

These ensure that the indices remain within a safe range. Once these are defined, we compute the total
number of entries and the number of bits we need to store one.

31 n_table = i_max - i_min + 1;

32 index_bits = ceil(log2(n_table));

In addition, we compute additional constants needed for the argument reduction step:

33 mu2shift = (k-1) - ((w+1) - 1);

34 mu2mask = 2^ index_bits - 1;

3.4 Constants for Range Reduction: Tables

First, we define the empty arrays and initialize key variables:

35 c_table = [||];

36 t_table_hi = [||];

37 t_table_mi = [||];

38 t_table_lo = [||];

39

40 r_min = 1; // Placeholder value to keep track of our r_min

41 r_max = -1; // Placeholder value to keep track of our r_min

42 alpha_abs_max = 0;

43 alpha_accurate_abs_max = 0;

44 eps_t_c_max_bound = 0;

We iterate over the bounds of the indices to fill the values of the table.

45 for i from i_min to i_max do {

46 kappa_underbar = 1/2 + 2^(-w-1) * i - 1/2 * ulp (1/2 + 2^(-w-1) * i);

47 kappa_overbar = 1/2 + 2^(-w-1) * (i + 1) - 1/2 * ulp (1/2 + 2^(-w-1) * (i + 1));

48 m_underbar =

49 min(m_max , max(m_min , round(m_min + (kappa_underbar - s2)/s1, k, RU)));

50 m_overbar =

51 min(m_max , max(m_min , round(m_min + (kappa_overbar - s2)/s1, k, RD)));

The kappa values are intermediate variables used to determine the bounds of m when using ith value in the
table.

We verify and compute indices for safety. This is preferably done in Gappa, however, for completeness, we
implement this step. For this, i has to be equal to both i underbar or i overbar
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53 mu1_underbar = m_underbar - m_min;

54 mu2_underbar = round(mu1_underbar * s1 + s2, k, RN);

55 i_underbar = floor (2^(w+1) * (mu2_underbar - 1/2));

56

57 mu1_overbar = m_overbar - m_min;

58 mu2_overbar = round(mu1_overbar * s1 + s2, k, RN);

59 i_overbar = floor (2^(w+1) * (mu2_overbar - 1/2));

60 if ((i != i_underbar) || (i != i_overbar)) then {

61 write("Check␣again␣for␣i␣=␣", i, "\n");

62 };

63 if (1 in [m_underbar; m_overbar ]) then {

64 m_hat = 1;

65 } else {

66 m_hat = (m_underbar + m_overbar) / 2;

67 };

We then proceed to append our c value to the table.

68 c = round (1/m_hat , kprime , RN);

69 c_table = c_table :. c;

With c we can then determine the bound of r by using the limits we got for m.

70 r_underbar = c * m_underbar - 1;

71 r_overbar = c * m_overbar - 1;

72 r_min = min(r_min , r_underbar);

73 r_max = max(r_max , r_overbar);

Having c, we compute the corresponding high, middle, and low terms for t(c) and we check if the values are
within acceptable error bounds.

74 t_c = -log(c);

75 t_c_rounded_hi = round(t_c , k, RN);

76 t_c_rounded_mi = round(t_c - t_c_rounded_hi , k, RN);

77 t_c_rounded_lo = round(t_c - (t_c_rounded_hi + t_c_rounded_mi), k, RN);

78 t_c_rounded = t_c_rounded_hi + t_c_rounded_mi;

79 t_c_rounded_accurate = t_c_rounded_hi + t_c_rounded_mi + t_c_rounded_lo;

80

81 eps_t_c_rounded_accurate

82 = (t_c_rounded_hi + t_c_rounded_mi + t_c_rounded_lo) / t_c - 1;

83 eps_t_c_accurate_abs_bound =

84 sup(abs(evaluate(eps_t_c_rounded_accurate , [ -1;1])));

85 eps_t_c_max_bound = max(eps_t_c_max_bound , eps_t_c_accurate_abs_bound);

Before we save the values in the table, we quantify the error and make sure that it is within acceptable, or
desired bounds. We compute a bound on the cancellation that can occur when adding the table value
t(c) = − log(c) and log(1 + r). To quantify this, we determine an upper bound alpha abs max on the
maximum absolute value of alpha, which is an infinity norm:

α =
1(

t
log(1+r) + 1

)
This amplification factor alpha appears in the analysis of the error amplified by the canceling addition:

t+ log(1 + r) · (1 + ϵ) = (t+ log(1 + r)) · (1 + α · ϵ).

86 %Alpha with t_c_rounded

87 if (t_c_rounded == 0) then {

88 alpha = 1;

89 } else {

90 alpha = log(1 + x) / (t_c_rounded + log(1 + x));

91 };

92 alpha_abs_overbar = evaluate(alpha , [r_underbar; r_overbar ]);

93 alpha_abs_max = max(alpha_abs_max , sup(abs(alpha_abs_overbar)));
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94

95 % Alpha with t_c_rounded_accurate

96 if (t_c_rounded_accurate == 0) then {

97 alpha_accurate = 1;

98 } else {

99 alpha_accurate = log(1 + _x_) / (t_c_rounded_accurate + log(1 + _x_));

100 };

101 alpha_accurate_abs_overbar = evaluate(alpha_accurate , [r_underbar; r_overbar ]);

102 alpha_accurate_abs_max =

103 max(alpha_accurate_abs_max , sup(abs(alpha_accurate_abs_overbar)));

Finally, we append the values to the lists respectively.

104 t_table_hi = t_table_hi :. t_c_rounded_hi;

105 t_table_mi = t_table_mi :. t_c_rounded_mi;

106 t_table_lo = t_table_lo :. t_c_rounded_lo;

3.5 Approximating Polynomial

Using the r min and r max obtained from iteratively producing the values in the tables, we create an
interval for r that will be used to produce the polynomial coefficients. We then define a target accuracy
and the function we want the polynomial to approximate. With these details we determine the degree
required to achieve it.

107 r_dom = [ r_min , r_max ]; // Reduced domain as an interval

108 eps_target = 2^( -60); // Target accuracy

109 f_red = log(1 + x); // Reduced function

110 n_deg = 1 + sup(guessdegree (1, r_dom , eps_target / alpha_abs_max , x/f_red));

The function guessdegree estimates the polynomial degree required to achieve the desired accuracy. Due
to the way guessdegree is structured in Sollya, we use x/f red as it is the reciprocal.

Now using the function fpminimax that implements the method we discussed above, will have exact
coefficients for double precision as specified.

111 p = fpminimax(f_red , [| 1,..., n_deg|], [| D... |], r_dom); // Compute the minimax

approximation

The parameter D specifies that double precision is used for the polynomial coefficients. We then compute
the supremum norm to get the approximation error:

112 eps = supnorm(p, f_red , r_dom , relative , 1b-20);

This will help ensure that the polynomial approximation is within the desired accuracy range. To confirm
that the target accuracy is met, we check the supremum norm against the expected bound:

113 if (abs(sup(eps)) <= abs(eps_target / alpha_abs_max)) then {

114 write("\nThe␣target␣accuracy␣is␣SATISFIED\n");

115 } else {

116 write("\nThe␣target␣accuracy␣is␣NOT␣satisfied\n");

117 };

3.6 Rounding Test Computation

To ensure correct rounding, we compute a constant required for the Ziv’s test:

118 eps_eval_bar = round (2^-k * max(abs(r_min), abs(r_max)) * max(abs(r_min), abs(r_max)), k, RU

);

119 eps_bar = round (1.5 * alpha_abs_max * ((1 + abs(sup(eps))) * (1 + eps_eval_bar) - 1), k, RU)

;

120

121 rounding_test_e = round ((1 + 2^-k) / (1 - eps_bar - 2^(k+1) * eps_bar), k, RU);
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3.7 Accurate Phase Polynomial

In case that the Ziv’s test fails, we will need to execute a accurate phase for higher accuracy. For this we
define a new target and determine the polynomial degree:

122 eps_target_accurate = 2^( -114);

123 n_deg_accurate = 1 + sup(guessdegree (1, r_dom , eps_target_accurate / alpha_accurate_abs_max ,

x/f_red));

Next, we compute the polynomial approximation with extended precision:

124 old_prec = prec;

125 prec = 350!;

126 p_accurate =

127 fpminimax(f_red , [| 1,..., n_deg_accurate |], [| D, DD , DD, DD, DD, DD, DD, D... |], r_dom)

;

128 prec = old_prec !;

We then compute the supremum norm of the accurate phase approximation error and as a last step, we
check if the accurate phase meets the required precision:

129 eps_accurate = supnorm(p_accurate , f_red , r_dom , relative , 1b-20);

130 if (abs(sup(eps_accurate)) <= abs(eps_target_accurate / alpha_accurate_abs_max)) then {

131 write("\nThe␣target␣accuracy␣for␣the␣accurate␣phase␣is␣SATISFIED\n");

132 } else {

133 write("\nThe␣target␣accuracy␣for␣the␣accurate␣phase␣is␣NOT␣satisfied\n");

134 };

Note: Refer to the GitHub repository[5] for access to this implementation. The next step involves
formatting these values for transfer into an application, in our case C code, which we will not cover in this
document. For the next section, these values are assumed properly declared.
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4 Implementation: Operation in C

4.1 Helper Functions:

For the implementation, we will use helper functions to organize some of the operations.

4.1.1 Important Details:

IEEE 754 [2] floating-point representation stores a number in three parts:

• Sign bit: (1 bit) Determines if the number is positive (0) or negative (1).

• Exponent: (11 bits) Stored with a bias to allow representation of negative exponents.

• Significand (Mantissa): (52 bits) Represents the significant digits of the number. There is an
implicit leading 1 for normalized numbers.

Since a double in C uses 64 bits, its exponent length can be determined as:

Exponent bits = 64− (1 + 52) = 11 ,where,

1 bit for sign

52 bits for significand

The exponent bias allows the representation of negative exponents without requiring signed exponent
storage. It is calculated as follows,

bias = 2(exponent length−1) − 1

= 2(11−1) − 1 = 1023

Cases in floating-point representation include:

• Zero (+0.0,−0.0)

• Subnormal numbers (denormalized numbers)

• Normal numbers (1.0 ≤ m < 2.0)

• Infinity (+∞,−∞)

• Not-a-Number (NaN)

To help us define these cases we use variables that define both if the exponent is all 0s or if it is all
1s(211 − 1).

4.1.2 Initialization:

The functions log binary64 to bits and log binary64 from bits use a union to reinterpret a
floating-point number as an integer (bitwise representation). The union allows treating the same memory
location as both a floating point number (fp) and an integer (bits). This enables efficient extraction and
modification.

1 #include <stdint.h>

2 #include <stddef.h>

3

4

5 typedef double binary64_t; //new 64 bit format for FP

6

7 typedef uint64_t binary64_bits_t; // A new 64bit format (storage as int)

8
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9 #define __binary64_significand_length (( unsigned int) 52)

10

11 #define __binary64_exponent_length ((( unsigned int) 64) - ((( unsigned int) 1) +

__binary64_significand_length))

12

13 #define __binary64_bias (((( int) 1) << (__binary64_exponent_length - ((

unsigned int) 1))) - ((int) 1))

14

15 // Number with exponent 0 (not leading 1 and not normalized number)

16 #define __binary64_subnormal_exponent (( binary64_bits_t) 0x0)

17

18

19 // (2^{11}) - 1 = 2047 (all 1s in the exponent)

20 #define __binary64_special_exponent (((( binary64_bits_t) 1) << __binary64_exponent_length)

- (( binary64_bits_t) 1))

21

22 // Specila cases for the number representation

23 typedef enum {

24 IEEE754_FPCLASS_POS_ZERO = 0, // +0.0 (Positive Zero) S: 0, E: all 0,

M: all 0

25 IEEE754_FPCLASS_POS_SUBNORMAL , // +Subnormal S: 0, E: all 0,

M: nonzero

26 IEEE754_FPCLASS_POS_NORMAL , // +Normal Number S: 0, E: !=0 & not all 1s,

M: any

27 IEEE754_FPCLASS_POS_INFINITY , // +Infinity S: 0, E: all 1,

M: all 0

28 IEEE754_FPCLASS_NEG_ZERO , // -0.0 (Negative Zero) S: 1, E: all 0,

M: all 0

29 IEEE754_FPCLASS_NEG_SUBNORMAL , // -Subnormal S: 1, E: all 0,

M: nonzero

30 IEEE754_FPCLASS_NEG_NORMAL , // -Normal Number S: 1, E: !=0 & not all 1s,

M: any

31 IEEE754_FPCLASS_NEG_INFINITY , // -Infinity S: 1, E: all 1,

M: all 0

32 IEEE754_FPCLASS_NAN // NaN S: 0 or 1, E: all 1,

M: nonzero

33 } ieee754_fpclass_t;

34

35

36 typedef union { // Facilitates bitwise operations on floating -point numbers by allowing

reinterpretation.

37 binary64_t fp; // Floating -point representation

38 binary64_bits_t bits; // Bitwise (integer) representation

39 } binary64_bits_cast_t;

40

41 // Conversions

42 static inline binary64_bits_t __log_binary64_to_bits(binary64_t x) {

43 binary64_bits_cast_t tmp;

44 tmp.fp = x;

45 return tmp.bits;

46 }

47 static inline binary64_t __log_binary64_from_bits(binary64_bits_t x) {

48 binary64_bits_cast_t tmp;

49 tmp.bits = x;

50 return tmp.fp;

51 }

52 // Takes a bit representation (x) of a normal floating -point number

53 // and extracts the exponent bits and unbiases it.

54 static inline int __log_binary64_get_exponent_normal_from_bits(binary64_bits_t x) {

55 return ((int) ((x >> __binary64_significand_length) & //mask

56 (((( binary64_bits_t) 1) << __binary64_exponent_length) - // mask

57 (( binary64_bits_t) 1)))) - __binary64_bias; // bias adjustment

58 }

59

60 // Takes a floating point and returns the exponent.

61 static inline int __log_binary64_get_exponent_normal(binary64_t x) {

62 return __log_binary64_get_exponent_normal_from_bits(__log_binary64_to_bits(x));

63 }
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4.1.3 Floating-Point Decomposition

The function log binary64 decompose normal from bits extracts and decomposes the floating-point
representation into its exponent and significand while ensuring the normalized range of 1.0 ≤ m < 2.0.

64 static inline void __log_binary64_decompose_normal_from_bits(int *EE ,

65 binary64_t *mm,

66 binary64_bits_t x) {

67 int E;

68 binary64_bits_t m;

69

70 E = __log_binary64_get_exponent_normal_from_bits(x);

71 // Extract the mantissa using bit manipulation

72 m = (x & (((( binary64_bits_t) 1) <<

73 __binary64_significand_length) -

74 (( binary64_bits_t) 1))) | // Add the implicit leading 1

75 ((( binary64_bits_t) __binary64_bias) << __binary64_significand_length);

76

77 *EE = E;

78 *mm = __log_binary64_from_bits(m);

79 }

The mantissa extraction process can be expressed as:

m = (x&(2significand length − 1))|(2significand length)

=
(
x&
(
2significand length − 1

))
∪ (bias << significand length)

4.1.4 Classification of Floating-Point Numbers

This section describes the classification of floating-point numbers based on IEEE-754 standards using a
lookup table approach.

80 static inline ieee754_fpclass_t __log_binary64_fpclassify_bits(binary64_bits_t bits) {

81 binary64_bits_t significand , exponent , signbit;

82 unsigned int sign , down , up , zero , index;

83 static const ieee754_fpclass_t __fpclasses_lut [] = {

84 /* 0000 */ IEEE754_FPCLASS_POS_NORMAL ,

85 /* 0001 */ IEEE754_FPCLASS_POS_NORMAL ,

86 /* 0010 */ IEEE754_FPCLASS_NAN ,

87 /* 0011 */ IEEE754_FPCLASS_POS_INFINITY ,

88 /* 0100 */ IEEE754_FPCLASS_POS_SUBNORMAL ,

89 /* 0101 */ IEEE754_FPCLASS_POS_ZERO ,

90 /* 0110 */ IEEE754_FPCLASS_NAN ,

91 /* 0111 */ IEEE754_FPCLASS_NAN ,

92 /* 1000 */ IEEE754_FPCLASS_NEG_NORMAL ,

93 /* 1001 */ IEEE754_FPCLASS_NEG_NORMAL ,

94 /* 1010 */ IEEE754_FPCLASS_NAN ,

95 /* 1011 */ IEEE754_FPCLASS_NEG_INFINITY ,

96 /* 1100 */ IEEE754_FPCLASS_NEG_SUBNORMAL ,

97 /* 1101 */ IEEE754_FPCLASS_NEG_ZERO ,

98 /* 1110 */ IEEE754_FPCLASS_NAN ,

99 /* 1111 */ IEEE754_FPCLASS_NAN ,

100 };

101

102 significand = bits &

103 (((( binary64_bits_t) 1) << __binary64_significand_length) -

104 (( binary64_bits_t) 1));

105 exponent = (bits >> __binary64_significand_length) &

106 (((( binary64_bits_t) 1) << __binary64_exponent_length) -

107 (( binary64_bits_t) 1));

108 signbit = (bits >> (__binary64_exponent_length +

109 __binary64_significand_length)) &

110 (( binary64_bits_t) 1);

111

112 sign = (unsigned int) (!!(( int) signbit));
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113 down = (unsigned int) (exponent == __binary64_subnormal_exponent);

114 up = (unsigned int) (exponent == __binary64_special_exponent);

115 zero = (unsigned int) (significand == (( binary64_bits_t) 0));

116

117 index = (sign << 3) | (down << 2) | (up << 1) | (zero << 0);

118

119 return __fpclasses_lut[index];

120 }

4.1.5 Extracting the Exponent

The exponent of a normal floating-point number can be extracted using:

E =
( x

2significand length

)
&
(
2exponent length − 1

)
− bias

Listing 1: Extract Exponent from Bits

121 static inline int __log_binary64_get_exponent_normal_from_bits(binary64_bits_t x) {

122 return ((int) ((x >> __binary64_significand_length) &

123 (((( binary64_bits_t) 1) << __binary64_exponent_length) -

124 (( binary64_bits_t) 1)))) - __binary64_bias;

125 }

Listing 2: Extract Exponent from Floating-Point

126 static inline int __log_binary64_get_exponent_normal(binary64_t x) {

127 return __log_binary64_get_exponent_normal_from_bits(__log_binary64_to_bits(x));

128 }

4.1.6 Compensation Arithmetic Functions

As you will see in the implementation, some other functions are required regarding compensation
arithmetic. those however will not be included in this document. Refer to the GitHub for those.

4.2 Log Reduction function

Finally! Now everything is set up so we can start our implementation of the log function in C.

4.2.1 Special Case Handling

Before computing log(X), the function checks if the input falls into special cases, such as subnormal
numbers, zero, infinity, or NaN. If necessary, it applies transformations or directly returns what is expected
according to the standard.

Listing 3: Handling Special Cases

129 binary64_t log(binary64_t X) {

130 int exponent_offset , E, F, G;

131 binary64_t x, tau , tau_new , m, e, mu1 , mu2 , c, thi , tmi , tlo;

132 binary64_bits_t x_bits , mu2bits;

133 size_t i;

134 binary64_t cmhi , cmlo , rthi , rhi , rlo , q, vhi , vlo , whi , wlo , uthi , utlo , uttlo , uhi ,

ulo;

135 binary64_t phi , plo , e_log_two_hi , e_log_two_mi , e_log_two_lo;

136 binary64_t log_m_hi , log_m_mi , y_hi , y_mi;

137 binary64_t scaled_y_mi , other_y_hi , y_cr;

138

139 exponent_offset = 0;

140 x = X;

141 x_bits = __log_binary64_to_bits(x);
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142

143 if (!(( __log_main_path_min_bound_bits <= x_bits) &&

144 (x_bits <= __log_main_path_max_bound_bits))) {

145 switch (__log_binary64_fpclassify_bits(x_bits)) {

146 case IEEE754_FPCLASS_POS_SUBNORMAL:

147 x *= __log_subnormal_scale;

148 exponent_offset += __log_subnormal_scale_exponent_offset;

149 x_bits = __log_binary64_to_bits(x);

150 break;

151 case IEEE754_FPCLASS_POS_ZERO:

152 case IEEE754_FPCLASS_NEG_ZERO:

153 return __log_binary64_fresh_neg_inf_raise_divbyzero ();

154 break;

155 case IEEE754_FPCLASS_POS_INFINITY:

156 return X;

157 break;

158 case IEEE754_FPCLASS_NEG_SUBNORMAL:

159 case IEEE754_FPCLASS_NEG_NORMAL:

160 case IEEE754_FPCLASS_NEG_INFINITY:

161 return __log_binary64_fresh_nan_raise_invalid ();

162 break;

163 case IEEE754_FPCLASS_NAN:

164 return 1.0 + X;

165 break;

166 default:

167 break;

168 }

169 }

4.2.2 Argument Reduction

After going through the argument reduction steps, on a previous section, we then present how it is
implemented.

Listing 4: Argument Reduction

170 // Decompose into floating point format

171 __log_binary64_decompose_normal_from_bits (&F, &tau , x_bits);

172 tau_new = tau * __log_arg_red_b; // Multiplication by sqrt (2)

173 G = __log_binary64_get_exponent_normal(tau_new); // "division" by 2

174 m = __log_scalb_normal(-G, tau); // Scale taue

175 E = exponent_offset + F + G; // Exponent offset is 0 unless subnormal

176 e = __log_binary64_from_int(E); // Putting the exponent in place

4.2.3 Second Argument Reduction

Since we now have m we proceeded with evaluating the index so that we can retrieve the constant from the
tables. For that we use the values s1, s2.

µ1 = m−mminµ2 = ◦(µ1 · s1 + s2)

i =

⌊
2w+1 ·

(
µ2 −

1

2

)⌋
Note: µ1 = m−mmin is exact because of the Stenberz Lemma.

We then use that i to retrieve t(i) and c(i) in the tables.
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c = c table[i]

thi = t hi[i]

tmi = t mi[i]

With c retrieved, we now compute a reduced argument r.

r = c ·m− 1 ⇐⇒ r hi+ r lo = c ·m− 1

Once we have r we see the operation using compensation arithmetic.

cm hi+ cm lo = c ·m (with an FMA-based twomul)

r temp hi = cm hi− 1.0 (Sterbenz, exact subtraction)

r hi+ r lo = r temp hi+ cm lo (with a fast twosum)

177 mu1 = m - __log_arg_red_m_min;

178 mu2 = __builtin_fma(mu1 , __log_arg_red_s1 , __log_arg_red_s2);

179 mu2bits = __log_binary64_to_bits(mu2);

180 i = (size_t) (( mu2bits >> __log_arg_red_mu2shift) & __log_arg_red_mu2mask);

181

182 c = __log_c_table[i];

183 thi = __log_t_table_hi[i];

184 tmi = __log_t_table_mi[i];

185

186 __log_binary64_twomul (&cmhi , &cmlo , c, m);

187 rthi = cmhi - 1.0;

188 __log_binary64_fast_twosum (&rhi , &rlo , rthi , cmlo);

4.2.4 Polynomial Approximation

After the second reduction step we have the argument as

r = r hi+ r lo

At this stage, we use the reduced argument r to calculate the approximation polynomial (r is our x). The
polynomial uses Horner’s method, which makes it easier to handle.

p(x) = x · (c1 + x · (c2 + x · q(x)))

q(x) = q is the deepest polynomial expansion using the highest-degree coefficient.

q = c9

q = FMA(rhi, q, c8)

q = FMA(rhi, q, c7)

q = FMA(rhi, q, c6)

q = FMA(rhi, q, c5)

q = FMA(rhi, q, c4)

q = FMA(rhi, q, c3)
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We still have a few more coefficients, however for the next steps we do compensation aritmetics for more
accurate evaluation on the lower terms. We now evaluate c2 + rhi · q:

q = r hi · q
(vhi, vlo) = fast twosum(c2, q)

Then,

(whi, wlo) = mul 2 22(rhi, rlo, vhi, vlo)

(utemp hi, uttlo) = fast twosum(c1, whi)

utemp lo = uttlo + wlo

(uhi, ulo) = fast twosum(utemp hi, utemp lo)

(phi, plo) = mul 2 22(rhi, rlo, uhi, ulo)

(phi, plo) have the result of the polynomial evaluation.

Listing 5: Polynomial Approximation Step

189 q = __log_p_coeffs_c9;

190 q = __builtin_fma(rhi , q, __log_p_coeffs_c8);

191 q = __builtin_fma(rhi , q, __log_p_coeffs_c7);

192 q = __builtin_fma(rhi , q, __log_p_coeffs_c6);

193 q = __builtin_fma(rhi , q, __log_p_coeffs_c5);

194 q = __builtin_fma(rhi , q, __log_p_coeffs_c4);

195 q = __builtin_fma(rhi , q, __log_p_coeffs_c3);

196 q = rhi * q;

197 __log_binary64_fast_twosum (&vhi , &vlo , __log_p_coeffs_c2 , q);

198 __log_binary64_mul_2_22 (&whi , &wlo , rhi , rlo , vhi , vlo);

199 __log_binary64_fast_twosum (&uthi , &uttlo , __log_p_coeffs_c1 , whi);

200 utlo = uttlo + wlo; // Sum the 2nd compensation terms

201 __log_binary64_fast_twosum (&uhi , &ulo , uthi , utlo);

202 __log_binary64_mul_2_22 (&phi , &plo , rhi , rlo , uhi , ulo);

4.2.5 Final Steps: Ziv’s Test and Accurate Phase

After computing the polynomial approximation, we now proceed to reconstruct the final logarithm value.
This involves combining the precomputed logarithm of 2, the exponent correction, and the evaluated
polynomial result.
We approximate log(X) using the following decomposition:

log(X) ≈ e · (log 2hi + log 2lo) + ((thi + tlo) + (phi + pho))

where e is the exponent term, (log 2hi, log 2lo) are precomputed values of log(2). (thi, tlo) are terms
retrieved from the lookup table, and (phi, pho) represents the evaluated polynomial result.
The exponent e is represented using at most 11 bits and we stored (log 2hi, log 2lo) with 11 trailing zeros
in their significants allowing us to perform exact carry-less multiplications in native precision.

Listing 6: Compute Logarithm of 2 Contribution

203 e_log_two_hi = e * __log_log_two_hi;

204 e_log_two_mi = e * __log_log_two_mi;

Now we compute,

log(m) ≈ log mhi + log mmi ≈ (thi + tmi) + (phi + pho)
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205 __log_binary64_add_2_22 (&log_m_hi , &log_m_mi , thi , tmi , phi , plo);

Now, we combine all computed terms to reconstruct log(X)

log(m) ≈ yhi + ymi ≈ (e log twohi + e log twomi) + (log mhi + log mmi)

206 __log_binary64_add_2_22 (&y_hi , &y_mi ,

207 e_log_two_hi , e_log_two_mi , log_m_hi , log_m_mi);

At this point, we have

yhi + ymi = log(X) · (1 + ε)

where |ε| ≤ 2−60 is a small numerical error.
We now do a rounding test to determine whether we can round with the accuracy we have achieved so far.
We use Ziv’s test to determine if our result is correctly rounded.

scaled ymi = ymi · log rounding test e

other yhi = yhi + scaled ymi

208 scaled_y_mi = y_mi * __log_rounding_test_e;

209 other_y_hi = y_hi + scaled_y_mi;

210 if (y_hi == other_y_hi) {

211 return y_hi;

212 }

If the rounding test fails, we proceed to an accurate phase.

Figure 3: By default we assume that the ”fast” path will occur. In the slim case that the result is not
correctly rounded then we take the ”slow” path.

Here, we use the second polynomial we precomputed in Sollya. The argument reduction is exact, so we do
not need to extend the precision for the reduced argument. However, we add the 2nd compensation term
for log twolo multiplying by e and use the terms for the accurate phase.

tlo = t tablelo[i]

e log twolo = e ∗ log twolo

213 tlo = __log_t_table_lo[i];

214 e_log_two_lo = e * __log_log_two_lo;

215 y_cr = __log_accurate_phase(e_log_two_hi , e_log_two_mi , e_log_two_lo ,

216 thi , tmi , tlo , rhi , rlo);

217 return y_cr;

218 }
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Finally, we return the correctly rounded logarithm.
Note: Refer to the GitHub repository[5] for access to the complete version of this material that includes
the accurate phase, constant and compensation arithmetic operations. Testing for cases in which the values
are known and Gappa proof for this implementation is also available.
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